
Point Location and Active 
Learning 

Learning Halfspaces Almost Optimally 

Daniel Kane (UCSD) 

Max Hopkins Gaurav Mahajan Shachar Lovett 



Point Location 



Point Location 

• Given n hyperplanes in ℝd. 

• Split space into regions. 

• Given point x in ℝd, determine which region. 



Query Model 

• Can make linear queries. 
– Note: query hyperplanes do not need to be 

original hyperplanes. 



Linear Decision Trees 

Formally, we have a linear decision tree: 

Is L1(x) > 0? 

Is L2(x) > 0? 

L1(x) > 0 

L1(x) = 0 

L1(x) < 0 



Homogeneous Hyperplanes 

• For simplicity we will assume all hyperplanes 
pass through the origin. 

– We have a reduction to this case if we add an 
extra coordinate. 

– Hyperplane defined by a single normal vector h. 



Formal Specification 

We have: 

• Known hyperplanes H = {h1,h2,…,hn} in ℝd. 

• Unknown point x ∈ ℝd. 

Want to determine: 

• sgn(hi·x) for all 1 ≤ i ≤ n. 

Queries: 

• sgn(h·x) for any h ∈ ℝd. 

How many queries are necessary? 



Active Learning 



Machine Learning 

• Given a few sample values for an unknown 
Boolean function, learn the function. 

– Assume function is nice (linear threshold). 

– Solve LP to find consistent hyperplane. 



Active Learning 

• Sometimes labeled examples are expensive. 

– Unlabeled examples can often be found online. 

– Labeling often requires a human (expert) labeler. 

• Active learning reflects this. You have: 

– A large pool of unlabeled examples. 

– Can query labels of examples. 

• Sometimes even outside your pool. 

– Goal: learn all labels on your pool. 



Example 



Formal Specification 

We have: 

• Known points X = {x1,x2,…,xn} in ℝd. 

• Unknown hyperplane h ∈ ℝd. 

Want to determine: 

• sgn(h·xi) for all 1 ≤ i ≤ n. 

Queries: 

• sgn(h·x) for any x ∈ ℝd. 

How many queries are necessary? 



Comparison 



Duality 

Point Location 
We have: 

• Known hyperplanes  
H = {h1,h2,…,hn} in ℝd. 

• Unknown point  
x ∈ ℝd. 

Want to determine: 

• sgn(hi·x) for all 1 ≤ i ≤ n. 

Queries: 

• sgn(h·x) for any h ∈ ℝd. 

 

Active Learning 
We have: 

• Known points  
X = {x1,x2,…,xn} in ℝd. 

• Unknown hyperplane  
h ∈ ℝd. 

Want to determine: 

• sgn(h·xi) for all 1 ≤ i ≤ n. 

Queries: 

• sgn(h·x) for any x ∈ ℝd. 

 
These are equivalent! 



Goal 

• We will try to resolve the question of the 
complexity of these two problems. 

 

• We will take the view of active learning, 
because it is easier to work with. 



Easy Bounds 

Upper Bound: 

• Test every hyperplane – n queries. 

 

Lower Bound: 

• Only get O(1) bits of information per query. 

• Need to distinguish > (n/d)d regions. 

• Need Ω(d log(n/d)) queries. 

 

What is the right answer? 

 



Known Bounds 

Author Year Bound 

Information Theory - Ω(d log(n/d)) 

Meiser 1993 O(d5 log(n)) 

Cardinal, Iacono, Ooms 2015 O(d3 log(n)) 

Ezra, Sharir 2016 O(d2 log(d) log(n)) 



Our Results 

Theorem: The point location problem can be 
solved using expected number of queries 
       O(d log2(d) log(n)) + d2O(√log(d)). 

Notes: 
• Secondary term is d1+o(1). 
• First term is optimal up to the log2(d). 
• Can also solve with probability δ of error using 
   O(d log2(d) log(n/δ)) queries. 



Learn High Margin Points 
Step 1 



Normalization 

Note that the problem is homogeneous in h and 
xi. 

 

We can normalize so that 
|h|2 = |xi|2 = 1. 



Approximating h 

A natural approach is to approximate h. 

Learn h to L2 error ε in O(d log(d/ε)) samples by: 

• Finding coordinate i with |hi| maximal: 

– Queries sgn(hi ± hk). 

– Need O(d) total. 

• Approximate each hk/hi to error ε/d. 

– Queries sgn(hk - αhi) and binary search. 

– Need O(d log(d/ε)) total. 



Margin 

• Know h0 with |h0-h|2 < ε. 

• Have that |(h0·xi)-(h·xi)| < ε. 

– Can determine sgn(h·xi) so long as |h·xi| > 2ε. 

– Learn all points where the margin, |h·xi| is large. 

• If the xi are random unit vectors, we can learn 
with O(d log(nd)) queries! 



Problem 

What if there are few or no large margin points? 



Forster Transform 
Step 2 



Increasing Margin 
• Suppose all points have low margin. 

• Points must cluster near a hyperplane H. 

• Distances orthogonal to H should be more important, 
but our current algorithm treats all directions 
equally. 

• Need a way to rescale. 



Transformation 

• How do we rescale while preserving 
halfspaces? 

• Linear transformation: x → Ax 

– h·x = (A-Th)·(Ax). 

• To preserve norms, fA(x) = Ax/|Ax|. 

– fA preserves halfspaces, but does not preserve 
margin! 

• Goal: Apply fA(x) for some well chosen A to 
make margins good. 



Isotropy 

We need a condition to guarantee that we have 
many high margin points. 

 

 

 

Note: This means that for any unit vector v that 
the average value of (v·xi)

2 is 1/d.  
This implies that at least a 1/d-fraction of the 
xi have margin at least 1/√d. 

Definition: We say a set of unit vectors 
{x1,x2,…,xn} in ℝd is isotropic if Σxixi

T = (n/d)I. 



Forster Transform 

• Want to find a matrix A so that {fA(xi)} are 
isotropic. 

• This is almost always possible! 

Proposition (modification of Forster ‘02): 
Given x1,x2,…,xn ∈ ℝd, there exists a matrix A 
so that {fA(xi)} is isotropic unless there is 
some k-dimensional subspace V (for some 

k<d) that contains a k/d-fraction of the xi. 

Note: Subspace exception is necessary. 



Subspaces 

If there is a subspace with many points, can find 
a Forster transform for that. 

Corollary: Given a set X of points in ℝd, there 
exists a k-dimensional subspace V containing 
at least a (k/d)-fraction of the points in X and 
matrix A so that fA(X∩V) is isotropic. 

After applying this transformation, at least a 1/d-
fraction of points are high margin. 



Algorithm 

1. Apply Forster subspace transform. 

2. Approximate h to learn large margin points. 

3. Repeat on remaining points. 

• Each iteration uses O(d log(d)) queries and learns a 
1/d-fraction of the points.  

• It learns all of the points in O(d log(n)) iterations. 

• Total query complexity O(d2 log(d) log(n)). 

• Need something better. 



Margin Structure 
Step 3 



Many Low Margin Points 

Assume that: 

• Points are in isotropic position. 

• All but a (k/d)-fraction of points are extremely 
low margin, and the rest are high margin. 



Span of Low Margin Points 

The average over low margin points of xxT is: 

• Positive semi-definite. 

• Trace 1. 

• Has eigenvalues bounded by 1/(d-k) by 
isotropy. 

Therefore, the low margin points span a 
subspace V of dimension at least d-k. 



Projection 

If we could identify the low margin points, we 
can project high margin ones into V⊥. 

• h·V ≈ 0 
• So, h·x ≈ h·Pr(x). 

• For x high margin 
 sgn(h·x) = sgn(h·Pr(x)). 

Can compute values for high margin 
points with O(k log(k)) queries! 



High and Low Margin Sets 

What do we need to make this work? 

1. High margin points H, low margin points L. 

2. |L| > |X|-2|H|. 

3. Smallest margin in H at least d10 times bigger 
than largest margin in L. 



Consequences 

If we can find such high and low margin point 
sets with |H| ≈ (k/d)|X|, we can learn a  
≈ (k/d) –fraction of the points in O(k log(k))-
queries. 

 

Repeating this on the unlearned points, we can 
learn half in O(d log(d)) queries, and all in  
O(d log(d) log(n)). 



Margin Drop 

Let f(t) be the margin of the t|X|th highest 
margin point. 

• We need a t so that f(t) > d10 f(2t). 

• In other words we need a big drop in f. 

f(t) 

t 



Existence of Drop 

Lemma: If the points in X are in isotropic 
position, either all points have margin more 
than d-O(log(d)) or there is some t with  
f(t) > d10 f(2t). 

Proof: 
• f(1/d) ≥ 1/d (by isotropy) 
• If for all t f(2t) ≥ f(t) d-10, 

f(2/d) ≥ d-11, f(4/d) ≥ d-21, … f(1) ≥ d-O(log(d)) 



Finding Structure 
Step 4 



Goal 

So our algorithm needs to find subsets H and L. 

Problem: We can only afford ≈ k queries. 

Actually, it suffices to find ≈ d random low margin 
points and the margin because: 

• They will have approximately the same span as L. 

• We can compute V from them. 

• Projecting other points onto V⊥ and estimating Pr(h), 
learns high margin points. 

Unfortunately, still not enough queries. 



Oracle 

Need a way to screen many points at once. 

Tool: A margin oracle takes a set S of points 
and returns a point xS so that 
 

This will allow us to take many points and test if 
any of them have large margin. 



Randomized Implementation of 
Oracle 

Let 

xS = Σ gixi 

where gi are independent Gaussians. 

 

Note h·xS is distributed like a Gaussian with 
variance 

Σ |h·xi|
2 ≈ max |h·xi|

2. 



Finding Structure 

Look for m a power of 2 so that for random S of 
size m and T of size 2m it is typical that: 

|h·xT| > d10|h·xS|. 

This means that: 

• A Ω(1/m)-fraction of points have high margin. 

• A (1-O(1/m))-fraction of points have low 
margin. 

• We have our structure with k ≈ d/m. 



Finding Low Margin Points 

Next we need to find ≈ d low margin points. 

• A random set of m points has a constant 
chance of being low margin. 

– Can check this with a single margin oracle call and 
comparison. 

• Pick O(d/m) = O(k) many such random sets 
and check which are low margin. 



Summary 

1. Apply a Forster transform (on a subspace). 

2. Find an m and a margin threshold. 

3. Find ≈ d low margin points (using oracle). 

4. Compute V, the span of low margin points. 

5. Approximate projection of h onto V⊥. 

6. Infer high margin points. 

7. Repeat. 

Problem: Can have errors if low margin points 
aren’t actually low margin. 

 



Verification 
Step 5 



Errors 

• The above algorithm probably works. 

• Want an algorithm that doesn’t make 
mistakes. 

• Chance that purported low-margin points 
aren’t, leading to bad inferences. 

• Need a way to verify that they are indeed low 
margin. 



L1 

H1 

If these  
points 

Than these  
points 

Have lower 
margin than 

We can 
infer these 

L2 

H2 

L3 

H3 



Notes 

• Actual margins of points change (predictably) 
round to round due to Forster transforms. 

• Need to verify that each point in Hi is higher 
margin than each point in Li. 

• If the inference for Hi works, we also learn the 
approximate relative margins of these points. 

 



Matrix Verification 

• For each Hi select representative xi. 

• To verify ith round, need to show that 
|h·xi| >> cy|h·y| 
for some uninferred y’s. 

• If later rounds work, relate |h·y| to |h·xk|. 

Matrix Verification Problem: Given R xi’s, and 
constants cik, verify that |h·xi| > cik|h·xk| for 
all i,k. 



Matrix Verification 

• Actually just another point location problem! 

– R2 comparisons in d-dimensions. 

– R2 ≈ d2log(d). 

– Might be worse than the problem we started with. 

• Need a more clever way to solve. 



Matrix Verification 

• Split points into m groups. 

• Need to show |h·xi| > max cik|h·xk|. 

• For each i, and each group, find the max in the 
group. 

– This is a point-location problem! 

– m problems in R/m dimensions with Rm2 planes. 

• Compare each |h·xi| only to the maximums in 
each group (O(R m) queries). 



Recursion 
To solve a d-dimensional n-plane point location problem, we need 

to: 

• Take O(d log2(d) log(n)) samples. 

• Solve an O(d log(n))-sized matrix verification problem. 

To solve a size-R matrix verification problem, we need to: 

• Solve m different (R/m)-dimensional, Rm2-plane point location 
problems. 

• Use O(Rm) additional queries. 

Apply recursions cleverly for n = poly(d), and can solve point 
location in 

O(d log2(d) log(n)) + d 2O(√log(d))   

queries. 



Conclusion 



Summary 

• Lower bound: 

Ω(d log(n/d)) 

• Previous algorithm: 

O(d2 log(d) log(n)) 

• Our algorithm: 

O(d log2(d) log(n)) + d 2O(√log(d))  

Optimal up to 
log-factors. 

d1+o(1) 



Open problems 

• Derandomize. 

– Even the verified algorithm only bounds the 
expected number of queries. 

• Remove the extra terms. 

– Both the log-factors and the extra d1+o(1) term. 

• Use simple queries. 

– The oracle queries we use are a bit of a mess. 


