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1 Project Description 
 
For this project, we plan to implement an object tracking application using the integrated video 
camera on Intel's PXA27x embedded system platform. Our main goal is to track an object against 
a uniform color backdrop. The relative position will be displayed on the LCD. We also seek to 
optimize our application to obtain the best possible rate and quality of image capture and 
analysis. If time permits, we will attempt to expand the scope to track more complex moving 
objects against a non-uniform background. 

2 Motivation, Challenges and Limitations 

2.1 Applications and challenges 
 
Motion tracking has many applications in today's diverse range of embedded systems. This type 
of tracking is frequently used for security and surveillance, medical therapy, retail space 
instrumentation, traffic management and video editing. On cars, motion tracking could be used to 
monitor other vehicles and alert the driver to dangers such as vehicles lurking in the host vehicle's 
blind spot. In the manufacturing industry, motion trackers are used for analysis of high-speed 
assembly line production. 
 
The main issues in the development of such a system are the optimizing of the speed of capture 
and analysis of video. While there are many pattern recognition algorithms available, care must 
be taken to select an optimal pattern recognition algorithm for each task. For example, in the 
manufacturing example, it would be easy to ensure that the robotic arm being tracked was 
covered by an easily recognizable pattern. However, in the case of the blind-spot tracking, the 
application would need to discern between the fairly similar images of a car in the next lane – a 
potential threat - and one two lanes over - not a threat [1]. 
 
The recognition algorithm also must be fast to provide useful real-time response. The best car 
detection algorithm would be worthless if the car was detected after it had gone by. Therefore, for 
a good embedded motion tracking system, an optimal balance between these variables should be 
maintained. 

2.2  State of the Art 
Current state of the art techniques involve developing an unsupervised, robust, computationally 
efficient multi-object tracker. Key requirements of tracking algorithms are minimum initialization 
effort and fine-tuning for camera setups. MERL (Mitsubishi Electric Research Laboratories) uses 
the methods described below for most of their surveillance products [2].  
 
One of the challenges presented by tracking algorithms is the desire for accurate multi-object 
tracking with the constraint of low computational complexity. The two main algorithms use either 
back-tracking or forward tracking. 
 
The back tracking based approach segments the foreground regions and attempts to find a 
correspondence of regions between the current and previous images. The forward tracking based 
approach estimates the positions in the current frame of the regions found in the previous frame.  
To establish correspondence, different templates are needed to optimize for different objects. For 



example, tracking of humans will require a different correspondence algorithm than that for 
factory equipment. 

3 Implementing the Motion Tracker 

3.1 Evaluation of available camera code 
 
Our first step was to evaluate the current ci-capture code to decide whether it would be able to 
capture the video we needed. Prior to capturing the still image, the program handled a few 
seconds of video as a “preview”. This was enough to base our code on.  
 
One issue we ran into at this point was that the video is displayed only as 176 x 144. We 
researched on the web and attempted to make the program use 320 x 240 but found that the 
overlay2 device returned fixed frame size of 176 x 144. Any larger frame size request resulted in 
the device failing to open.  We decided to stay with 176 x 144. 
 
The video captured by the camera is set to YCbCr planar format. This is because this is the native 
format of the LCD and therefore transfer from the camera to the screen is direct and needs no 
conversion algorithm. While dealing with RGB pixels might have been more intuitive, we decided 
that the conversion from YCbCr to RGB before the motion tracking algorithm would have hurt the 
efficiency of the algorithm. Instead we researched the YCbCr format and used it directly.   

3.2 YUV format 
 
The YCbCr format separates the luminance (or brightness information) from the chrominance (or 
color information) of video. Y is the luma component, and Cb and Cr the blue and red chroma 
components. YCbCr is the digital video version of the analog colorspace YUV. It more closely 
approximates the human eye’s response to light, than RGB. Since the human eye has fairly small 
color sensitivity, half the information in the chroma components is discarded. While there are as 
many Y values as there are pixels, there are half the amount of Cb and Cr values as there pixels. 
This is why the format is sometimes called YCbCr 4:2:2, the numbers representing the ratio of Y 
values to Cb and Cr [3][4]. 
 
An example of an image split into the three components is shown in Figure 1. 
 

          

Figure 1 YUV Image split into Luminance, Red Chroma and Blue Chroma 

3.3 Research of motion detection algorithms  
 
Our initial goal was to track a white object against a uniform black backdrop. We felt this was 
fairly easy to implement so to challenge ourselves, we decided to implement an algorithm that 
tracked a moving object regardless of the backdrop color. The algorithm implemented consists of 
three stages: difference, threshold, and centroid [5]. Refer to Figure 2 for an illustrative diagram. 
 



In the difference stage, we subtract the current video frame with the previous video frame. Let us 

denote ),( yxIc as the current video frame, ),( yxI p  as the previous video frame, and ),( yxI d  

as the resulting difference. Mathematically, this is given as ),(),(),( yxIyxIyxI pcd != . By 

doing so, we are able to detect movement between the current and previous video frames. Areas 
without significant movement will be approximately zero and areas with significant movement 
will be approximate one. Effectively, this removes the background and stationary objects. 
 

 

Figure 2. Motion Detection Algorithm 

 
To make processing easier, we threshold the pixel values in the second stage producing a binary 

image. Doing this "exaggerates" the detected movements. This is mathematically given as {=
t
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if tyxI d <),( , 0 if tyxI d !),(  where t  is the threshold value. 

 

The last stage is centroid, this can be thought of as calculating the "center of mass" of ),( yxI t . 
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i
r  is the position, and 

i
m  is the weighted mass [6]. For our application,  M  is the total 

sum of the pixels in ),( yxI t , 
i
m  is the pixel value, and 

i
r  is the pixel location. The centroid is 

calculated twice, once for x  and once for y . 

 
This process is calculated for each frame where the centroid denotes the motion tracked object. 
To clearly represent this and denote relative position, we overlay a frame surrounding the 
centroid coordinates on the LCD of our embedded platform. 

3.4 Problems and Solutions 
 
The integrated camera sensor was very sensitive to slight changes and noise such as the flickering 
of the ambient light. This noise would show up as difference after the subtraction stage. To avoid 
this, a threshold mass was used which required a certain “mass” of moved pixels to accumulate 
before registering as actual motion. This successfully filtered out the effects of sensor noise and 
flicker.  
 
Since the FPS of the video capture is very high, taking the difference between two consecutive did 
not result in much change. To extract more meaningful information, we used a sliding window 
method wherein we compared the current buffer to one several frames before it. The difference 
between these two frames was more significant as more time had elapsed between them.  
 
Another issue we found was that the centroid had no inertia and jumped around very quickly. 
While accurate, it reduced the quality of the tracking movement as viewed by the human eye. To 
solve this issue we used a weighting system to pull the new centroid closer to old centroid. By 
experimenting with different weights, we found an ideal weight which stopped the tracker from 
appearing too jumpy without causing too much lag if the object moved quickly.  



3.5 Possible Extensions 
 
We found that multiple moving objects cause the algorithm to pick a point at the centroid of the 
different moving objects. This is because the algorithm could not detect that there were multiple 
moving objects and assumed one large moving object. With more time, an algorithm could be 
developed to detect and separate multiple moving objects, and track them individually, but it was 
beyond our scope at this time. Algorithms are currently being developed that employ occlusion 
detection methods such as merge-split and straight-through [7] to track multiple objects. 

4 Optimizing the Motion Tracker 

4.1 Box Frame Drawing 
 
One optimization we added in the implementation phase was the static frame drawing. When we 
first calculated the FPS before any tracking was turned on, we got an average FPS of 44.49.  
 
We then tried our software with the tracking turned on and had an FPS of 36.39. This was a large 
drop in the FPS, but we suspected the code that overlaid a box marker around the moving object.  
 
Our original solution was to determine the box pixels using a dynamic algorithm that took the 
centroid location as an input. This was too computation intensive as it needed to be done per 
frame, so we designed a more efficient, alternate algorithm. The new algorithm used a predefined 
array of relative positions to map out the box pixels. This static array reduced our computation 
time to a fraction of the original and resulted in an FPS rate of 43.79, very close to the original 
FPS before tracking.  

4.2 The Camera Capture Bottleneck 
 
Our first attempts to measure performance led us to an interesting result. Our biggest bottleneck 
was not the algorithm but the speed of camera capture. Reducing the amount of analysis we did 
per frame was not having a significant effect on our FPS, so we decided to measure the time taken 
for the camera to capture 1000 frames, compared to the time taken to capture and analyze 1000 
frames. The results are tabulated in Table 1. 
 
Frequency 

(MHz) 
DVFM FPS Capture 

(sec) 
Capture + 

Analyze (sec) 
Video 

Quality 
624 16 6 1 2 1 44.43 22.46 24.72 good 
520 16 5 1 2 1 43.95 22.6 24.59 good 
208 16 2 1 0 1  20.95 22.49 49.37 poor 

Table 1. Comparison of Camera Capture time and Capture + Analysis time 

 
As you can see, at the highest two frequencies, the time taken to capture + analyze is only slightly 
greater than the time taken to capture. This is because the software spends a significant amount 
of time suspended, waiting for the camera hardware to return a frame of video data. The camera 
operates parallel to software except when the software is transferring a frame of captured video 
over. 
 
The algorithm proceeds as follows. On receipt of a frame of video from the camera, the processor 
analyzes it, transfers it onto the LCD and requests another frame of data. Then, it suspends until 
it receives it. Thus, at the higher frequencies, where the tracking algorithm takes less time than 
the capture time of the camera, no optimizations of the algorithm itself will improve the FPS. Also 



note that the frequency of the processor has no effect on the speed of capture, which appears to be 
entirely hardware-dependent.  

4.3 Skip A Frame or Five 
 
We then turned our attention to the lower frequencies. In the 208MHz example in Table 1, the 
time taken for analysis has now exceeded the time taken to capture. This means, by the time the 
algorithm is ready to receive a new frame of video data, it has already missed one and needs to 
wait a whole new capture cycle to get the next one. As a result the time taken is more than twice 
that of the capture time, and the video quality is poor. Hence we realized, it was possibly to 
optimize in the lower frequency cases. 
 
One technique would be to run the tracking algorithm only once every n frames instead of each 
time. In frames where no algorithm is run, the data is still transferred from the camera to the 
screen. This would reduce the total time spent running the motion detection algorithm. We would 
probably still miss a frame of video data but only once every n times.  

4.4 Results 
 
While the frame skipping method gave us large energy savings, we also noticed that the more 
frames, we skipped the more the tracking box would lag behind the moving object, especially if 
the object moved at a high speed. By balancing out both these factors, we found that we could 
achieve 75% energy savings running at 208MHz skipping 5 frames. This is a good result given 
that prior to our optimizations, we were unable to run at this power mode with acceptable video 
quality.  
 

Freq 
(MHz) DVFM 

Skip 
Frames FPS Quality 

Total Energy 
(mJ) 

% Energy 
Saved 

624 16 6 1 2 1 0 44.43 good 18683.15 0.00% 
520 16 5 1 2 1 0 43.95 good 16924.98 9.41% 
208 16 2 1 0 1  0 20.95 poor 13735.23 26.48% 
104 8 2 1 0 1 0 10.26 poor 11400.60 38.98% 
624 16 6 1 2 1 5 44.49 good 9753.95 47.79% 
520 16 5 1 2 1 5 44.48 good 8410.23 54.98% 
208 16 2 1 0 1  5 44.50 good 4656.60 75.08% 
104 8 2 1 0 1 5 47.55 bad 2527.72 86.47% 
624 16 6 1 2 1 7 44.03 good 9489.05 49.21% 
520 16 5 1 2 1 7 44.15 bad 8081.88 56.74% 
208 16 2 1 0 1  7 43.92 bad 4442.91 76.22% 
104 8 2 1 0 1 7 45.92 bad 2391.40 87.20% 
624 16 6 1 2 1 10 44.45 bad 8986.30 51.90% 
520 16 5 1 2 1 10 44.45 bad 7648.17 59.06% 
208 16 2 1 0 1  10 44.40 bad 4143.60 77.82% 
104 8 2 1 0 1 10 49.43 bad 2120.56 88.65% 

Table 2. Comparison of Energy Savings using Power Modes and Frame-Skipping 



5 Conclusion and Outlook 
 
On the whole, the algorithm implementation was fairly straightforward. From the very beginning, 
we attempted to write the code mindful of efficiency and number of cycles used per iteration. This 
helped us maintain a high frames-per-second rate, and opened up possibilities for the power 
consumption optimizations. At the same time, we attempted to keep the video quality at an 
acceptably smooth level as perceived by the human eye.  
 
The result of the optimizations was a 75% energy savings on the original measurement. This 
rather large difference would improve the potential of using this application in more portable 
settings, for example in situations where the camera communicates wirelessly with a server. 
Further extensions of the application would involve detecting several moving objects and 
distinguishing between them. Multiple cameras could also be used to obtain 3D information.   
 
Motion tracking is an exciting tool in the development of increasingly reactive technologies. This 
will save humans from constantly having to monitor their appliances and electronics, and allow 
some decisions to be made autonomously, such as monitoring of manufacturing equipment. It 
can also be used to help humans make decisions by providing them with pre-measured useful 
information previously unavailable, such as in blind spot detection. With techniques like this, 
embedded systems can move away from more needy interactive models, toward more convenient 
and speedier reactive models. 
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