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ABSTRACT
Growing demand for high performance in embedded sys-
tems is creating new opportunities to leverage techniques
such as pipelining and instruction-level parallel processing,
which were originally developed for general-purpose pro-
cessors. In this paper, we investigate the applicability of
compiler-directed multithreading in speeding up embedded
applications. In particular, we take programs from the Pow-
erstone benchmark suite|a collection of programs from the
embedded applications area|and use our compiler-directed
multithreading framework to partition them into multiple
threads. While performing the partitioning, the compiler
not only considers data dependence information, but also
considers control independence information and pro�le-based
information on the most likely control ow paths. Our
compiler framework is implemented on the SUIF-MachSUIF
platform. The average code expansion due to the introduc-
tion of thread information is only 0.82%, but, the perfor-
mance potential is quite substantial. The e�ect of di�erent
criteria on our thread partitioning technique is evaluated us-
ing a trace-driven, multithreaded processor simulator. Our
measurements indicate that future embedded processors can
speed up the execution of sequential programs with low de-
grees of multithreading.

Keywords
Branch prediction, control dependence, Powerstone bench-
marks, pro�ling, speculative execution, thread-level paral-
lelism (TLP)

1. INTRODUCTION
Improving the execution speed of embedded applications

is becoming an important problem. Any serious attempts
at solving this problem should carefully consider the trends
in technology. In spite of the severe power consumption
requirements, the number of transistors in embedded pro-
cessors has been rising, primarily due to advances in device
technology. This ongoing explosion in device technology is
complemented by a similar increase in clock speed. This
situation is complicated by a constraint that is germane to
embedded processors|low power consumption. Designers
of embedded processors have been utilizing the increasing
transistor budget to incorporate special features that speed
up some aspects of embedded computing. But today em-
bedded processors are being used for a wide variety of ap-

plications, and embedded processor designers have begun
to include features that are traditionally found in general-
purpose processors [16].
Recent studies on multithreading con�rm that there is

signi�cant performance potential in executing a small num-
ber of threads in parallel. Furthermore, the use of multiple
hardware sequencers or processing elements (to fetch and ex-
ecute multiple threads)|besides making judicious use of the
available transistor budget increase|�ts very nicely with
the goal of decentralization, which is very important to deal
with on-chip wire delays. Using the increased device count
to build additional processing elements (PEs) is indeed a
very credible option [2] [5] [13] [14]. The primary means
of increasing processor performance, besides increasing the
clock speed and reducing the memory latency, has always
been the exploitation of the inherent parallelism present in
programs, with the use of a combination of software and
hardware techniques. Although the majority of previous re-
search in embedded processors focused on a single thread
of execution, a more e�ective increase of parallelism can be
achieved from the execution of multiple threads belonging
to the same program1.
This paper investigates the potential of software (compiler-

based) techniques to partition sequential embedded programs
into multiple threads that the hardware can execute in par-
allel. Because the compiler has an overall view of the pro-
gram, it can �nd the control independent points in the pro-
gram and partition the sequential program into multiple
threads. It can also determine data dependences between
distant code. We use both of these features, along with
pro�le-based data on likely control ow paths, to partition
sequential programs into multiple threads. Thus, our com-
piler based thread partitioning algorithm takes into account
both control and data independence to do e�ective thread
partitioning. From the hardware side, data value predic-
tion is incorporated to reduce the e�ect of inter-thread data
dependences.
Our studies with embedded applications have led to the

following observations:

� The performance potential of single-threaded proces-
sors is fairly limited.

1The term \thread" has di�erent meanings in di�erent con-
texts; our notion of threads is �ner than the coarse-grain
OS-level threads, and comprise of tens to hundreds of in-
structions.



� Compiler-directed speculative multithreading, along with
data value speculation, has good potential to speed up
embedded applications

� Some embedded programs bene�t from the use of non-
loop threads

The rest of this paper is organized as follows. Section 2
provides background information on multi-threading for em-
bedded systems applications. Section 3 presents an overview
of our multi-threading compiler framework. Section 4 presents
an experimental evaluation of the compiler-generated threads
for the Powerstone benchmarks. Section 5 presents a sum-
mary and the major conclusions of this paper.

2. MULTITHREADING FOR EMBEDDED
APPLICATIONS

2.1 Constraints for Embedded Processors
Embedded processors currently form an important sector

of the processor market. They are particularly used in many
applications in the communications and mobile computing
area. Although the basic tenets of computing in the em-
bedded systems world are the same as those in the general-
purpose computing world, there are some additional con-
straints to be considered while designing embedded proces-
sors. These constraints concern primarily with power dissi-
pation, code size, and die size. Many embedded processors
are used in applications such as cellular phones where the
power supply is derived from a battery. For such applica-
tions, it is very important that the power consumption of the
processor is as low as possible. Many embedded systems are
also constrained by memory size and die size limitations.
Limited memory size implies that the code size should be
as small as possible. In spite of these special constraints for
embedded systems, the demands on the processing power
for embedded applications has been steadily rising.

2.2 Parallelism in Powerstone Benchmark Pro-
grams

It is worthwhile to characterize embedded applications.
In particular, we like to know how much parallelism exists,
what kind of branch prediction accuracies we can obtain, etc.
To that end, we measure the available parallelism (under
di�erent machine models) present in the Powerstone bench-
marks, a collection of embedded application programs in-
cluding automobile control, signal processing, graphics and
fax applications. A description of the benchmarks is given
in Table 1. These portable and embedded benchmarks are
used to make design trade-o�s in the architecture and the
compiler of the Motorola low power M-CORE processor
[16]. For this study, we use a software tool called TAPE
(Tool for Available Parallelism Estimation) [3]. TAPE per-
forms trace-based simulation, and performs a parallelism
limit study by constructing a dynamic dependence graph
(DDG) based on the di�erent kinds of dependences present
among the instructions of the trace. TAPE allows di�erent
models for handling control dependences: realistic branch
prediction, realistic branch prediction augmented with ex-
ploitation of control independences, and perfect branch pre-
diction.
Let us take a quick look at the amount of parallelism

available in the Powerstone benchmarks under these di�er-

Benchmark Description

auto Automobile control application
b�o
bilv Shift, AND, OR operation
blit Graphics application

compress A Unix utility
des Data Encryption standard
�r int
g3fax Group three fax decode

(Single level image decompression)
ucbqsort U.C.B. Quicksort

Table 1: Powerstone benchmark suite

ent control ow models. Table 2 presents the available par-
allelism obtained for 3 abstract machine models (given in 3
columns): (i) an execution model in which control specu-
lation is employed within a window of 32 instructions, but
control independence is not utilized, (ii) an execution model
in which control speculation is employed, and control in-
dependence is utilized whenever a branch is mispredicted
within a window of 256 instructions, and (iii) an execution
model that utilizes perfect branch prediction and a window
size of 256 instructions. The �rst case indicates a limit of
what can be achieved by ILP (instruction-level parallelism)
techniques, and the second indicates the potential of pursu-
ing multiple threads. These measurements were done with
the Alpha instruction set architecture.
Table 2 also presents the branch prediction accuracies ob-

tained for the benchmarks. Whereas many of the bench-
marks obtain very high prediction accuracies, in the range
96%-99.9%, there are a few that obtain substantially low
prediction accuracies|compress (91.0%), ucbqsort (81.06%),
and des (75.42%). The parallelism obtained by branch pre-
diction alone is naturally low for these three benchmarks
(around 5). The column that is of particular interest to us
is the penultimate one, because it shows the potential of
multithreading to improve performance. On looking at this
column, we can see that except for auto, des, and g3fax,
the others can obtain reasonable performance enhancements
by small-scale multithreading.
This characterization also indicates that for most of the

programs in the Powerstone benchmark suite, instruction-
level parallelism (ILP) techniques can capture only a limited
amount of parallelism.

2.3 Speculative Multi-threading for Embed-
ded Processors

Many of the embedded applications are non-numeric in
nature. In particular, in such applications memory addresses
are diÆcult (if not impossible) to statically predict|in part
because they often depend on run-time inputs and behavior|
that makes it extremely diÆcult for the compiler to stati-
cally prove whether or not potential threads are indepen-
dent. To deal with these diÆculties, the speculative mul-
tithreading (SpMT) model has been found to be more ef-
fective [8] [15]. This model is particularly important to deal
with the complex control ow present in typical non-numeric
programs. In this model, threads are extracted from sequen-
tial code and run in parallel, without violating the sequen-
tial program semantics. This means that inter-thread com-



Table 2: Available Parallelism with Di�erent Control Flow Models

Branch Available parallelism with
Benchmark prediction No utilization of Utilization of Perfect

accuracy control control branch
independence independence prediction

auto 99.86% 6.67 6.77 6.77
b�o 99.23% 10.00 20.59 20.60
bilv 97.14% 12.16 15.89 15.89
blit 99.90% 9.99 10.22 10.22
compress 91.00% 5.44 10.25 14.93
des 75.42% 4.44 8.52 9.27
�r int 97.09% 10.18 19.45 19.56
g3fax 96.09% 5.70 7.51 7.84
ucbqsort 81.06% 5.65 10.78 15.73

munication between any two threads (if any) is strictly in
one direction, as dictated by the sequential thread ordering.
Thus, no explicit synchronization operations are necessary,
as the sequential semantics of the threads guarantee proper
synchronization. Program correctness will not be violated
if at run time there is a true data dependence between two
threads. The purpose of identifying threads in such a model
is to indicate that those threads are good candidates for
parallel execution.

3. COMPILER BASED THREAD PARTITION-
ING

In this section we provide a brief description of our com-
piler framework for thread partitioning. A detailed descrip-
tion is beyond the scope of this paper; the objective of this
paper is to study the e�ectiveness of multithreading for em-
bedded applications.

3.1 Multi-threaded Architectural Model
The multi-threaded architectural model assumes that the

program has been partitioned into a collection of threads.
Each thread can spawn any arbitrary number of threads. A
particular thread can also be spawned from di�erent places.
Threads can be spawned speculatively if required; i.e., a
thread can be spawned before knowing for sure that control
ow will reach that thread. If it is found that the con-
trol speculation was wrong, then the speculative thread is
squashed from its PE. But other threads spawned by this
speculative thread will be aborted, only if those threads are
also control dependent on the same branch. If they are con-
trol independent of that branch they can continue execution.
In its general form, this multi-threaded processor hard-

ware consists of a number of processing elements (PEs).
Each PE has its own program counter, fetch unit, decode
unit, and execution unit, so as to fetch and execute instruc-
tions from the thread currently assigned to it. The PEs are
connected together by an interconnection network.

3.2 Compiler Framework
In this subsection we briey describe our compiler frame-

work for thread partitioning. The layout of our overall sys-
tem is shown in Figure 1.
While partitioning the program into threads, the compiler

has to consider three mutually independent factors|data
dependence, control dependence, and thread size|together,

to decide a good partitioning. Partitioning programs into
threads for non strict languages ( like C) such that total
execution time is minimized, is an NP-Complete problem.
So we formulate some metrics and use them to �nd a good
solution of the partitioning problem.
In the following subsections we discuss how the compiler

takes care of data dependence, control dependence, and the
thread size. The compiler does the program analysis and
partitioning on a high level intermediate representation. The
high level representation retains all the source level pointer
and type information, and hence it is possible to take into
account the dependences due to pointer aliasing and array
references. Hence the compiler is able to extract parallelism
even from pointer intensive programs. We assume that the
multi-threaded architecture can take care of the anti- and
output- register dependences with dynamic register renam-
ing. We have used the pro�ling information to �nd out the
most likely path, that the control will take and this infor-
mation is used by the compiler to specify threads that are
to be spawned speculatively.

3.3 Program Profiling
We have used a separate compiler pass to instrument the

source code and to gather the pro�ling information. In the
pro�ling pass, we �nd out for every basic block, which basic
block is most likely to be visited next. The compiler uses
this to �nd out the most likely path and also to estimate the
number of instructions that would be executed between two
basic blocks. Furthermore, we �nd out the number of loop
iterations using the pro�ling information. The estimate on
the number of loop iterations helps us to decide whether to
execute the loop iterations in parallel even in presence of
available parallelism. We will discuss this in details in the
following subsections.

3.4 Data Dependence
In our framework we formulated a metric called data de-

pendence count to partition the programs such that the data
dependence between threads are minimized.
Our thread partitioning algorithm works in multiple passes.

In the �rst pass, the compiler builds the CFG and also �nds
out the data dependence information. It does the traditional
data ow analysis and calculates the read/write sets [1] for
every instruction. We have implemented an intraprocedu-
ral pointer analysis to have an improved data dependence
information. The pointer analysis helps us in getting more
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Figure 1: The Layout of the Compiler and Simulator Framework

precise read/write sets. After calculating the read/write sets
for every instruction, data ow analysis is performed and for
every variable in the read set of an instruction, the set of
reaching de�nitions [1] are determined.
The data dependence count (DDC) is the weighted count

of the number of data dependence arcs coming into a basic
block from other blocks as shown in Figure 2. This mod-
els the extent of data dependences this block has on other
blocks. If the dependence count is small, then this block
is more or less data independent from other blocks and it
may be bene�cial to begin a thread at the beginning of that
basic block. While counting the data dependence arcs, the
compiler gives more weights to the arcs coming from blocks
that belong to the threads closer to the block under consid-
eration. The dependences from distant threads are likely to
be resolved earlier and hence the current thread is less likely
to wait for the data generated in that thread. Moreover, we
give less weightage to the data dependence arcs coming from
the less likely paths. The advantage of using this metric are
twofold. First of all, it is much simple to compute. Also
we found it more accurate than other sequential execution
based modeling in the presence of out-of-order execution in-
side each thread.

3.5 Program Partitioning
This subsection describes the partitioning algorithm. The

compiler partitions the CFG into multiple threads, and also
speci�es the points in the program from which a particular
thread can be initiated. In the partitioning algorithm, I have
used the basic blocks as the granularity of partitioning, i.e.,
either all the instructions inside a basic block are included
in a thread or none of them are included. In other words,
we do not split a basic block across multiple threads. From
every basic block, A, the compiler looks ahead until the
basic block B, which is control independent of A and decides
which future threads could be initiated from A. Also, at this
point the compiler decides which basic blocks in the path
between A and B can be included in the current thread,
i.e. the thread containing A. To maintain load balancing
between the threads, it uses a lower limit and an upper
limit for the number of instructions that can be executed in
one thread. It also selects speculative threads based upon
the pro�ling data. It selects the most likely path that the
program will take for going from basic block A to its next
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p=x+r
q=y+r

arc

arc
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Figure 2: The Data Dependence Arcs

control independent point B. The compiler partitions the
program such that the execution in the most likely path
be optimized. The thread will continue execution in the
speculated path and if it �nds the speculation to be incorrect
at later point, it will take the correct path. However, there
is no need to abort the threads that are spawned at the
control independent point of this thread.
Several cases may arise when we look inside the most likely

path between the basic blocks A and B. These are shown
in Figure 3. The likely path between the basic blocks A and
B are shown by thick arrow. In Figure 3(a), basic blocks A
and B are not very far and also by including the instructions
executed in the likely path between A and B, (including B)
in thread 1, the size of thread 1 is not going to violate the
upper limit. So the compiler does not spawn a new thread
at B. Rather the compiler includes all blocks between A and
B in thread 1 and looks beyond B to �nd the next potential
thread starting point. In �gure 3 (b), B is not too close to
A and yet not too far from A. So B is a potential thread
starting point. So the compiler marks B as the starting
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point of thread 2 and forms a thread at B. Now it checks
the data dependence between the thread containing A and
the thread containing B according to the data dependence
distance or the data dependence count. If it is found that
the total completion time of threads 1 and 2 (where thread
2 is spawned from the beginning of B), is less than the com-
pletion time if the two threads are executed sequentially one
after another, then it spawns thread 2 from A.
In �gure 3(c), A and B are very far apart, as far as the

most likely path between them are concerned. So, starting a
new thread at B and including all the blocks till B in thread
1 is not eÆcient. First of all, the size of thread 1 will become
very large and moreover there may exist potential threads
inside the likely path between A and B. So the compiler
looks inside the likely path between A and B and tries to
partition it further. In case of 3(c) it is found that basic
block C is a starting point of thread 2 and this thread is
speculatively spawned from A, before the actual direction
of the branch is resolved. Thread 3, which starts from basic
block B is spawned from somewhere inside thread 2.
The compiler also checks the paths that are not the likely

paths and partitions them as well. If at run-time, control
goes into those unlikely paths, then the threads spawned
speculatively are aborted. But the threads that are not con-
trol dependent on the aborted threads need not be aborted.
For example, consider Figure 3 (c). If from A, instead of
following the most likely path, the control goes to basic
block D, when both threads 2 and and 3 have been spawned,
thread 2, would be aborted, but not thread 3, as B is con-
trol independent of A. Moreover in the path containing D,
there can be spawning of thread 3 as well, and this spawn-
ing should be ignored during execution because thread 3 has
already been spawned.
In our compiler framework, the loops are treated as a

special case of control dependence. For loops the compiler
checks the dependence between two iterations of the loops,
and if it is found that spawning another thread for the next

iteration is pro�table, then the thread is spawned. It may
also happen that, instead of spawning from the beginning
of the loop for the next iteration, the compiler spawn the
next iteration from somewhere inside the loop. The large
body of the loops may be further partitioned into multiple
threads as described above. While partitioning the loops,
we use pro�le information on the number of loop iterations.
Typically the compiler does not want to execute small loop
body in parallel. However, if the number of iterations is large
then the compiler would spawn the iterations as separate
threads. Otherwise the size of the thread will become very
large.

3.6 Implementation in the SUIF Platform
Our thread partitioning algorithm has been implemented

on the SUIF-MachSUIF platform [9]. All of the compiler
analysis and thread partitioning are done at the high-level
intermediate representation (IR) of SUIF. We have chosen
the SUIF platform to implement our compiler system be-
cause it provides a modular and exible infrastructure to
develop compiler optimizations. SUIF �rst translates high-
level source code into an IR, and then performs code op-
timization through several independent passes on that IR.
While transforming high-level programs into IR, SUIF re-
tains all of the relevant information from the high level
source program. This is particularly helpful for carrying out
optimization such as pro�ling and pointer analysis. More-
over, the instructions in the SUIF IR are very close to the as-
sembly level instructions; thus, the estimation of thread sizes
done at the IR level remains valid in the �nal assembly level
as well. In SUIF, it is possible to annotate the instructions
with necessary information like data dependence, and use
them in separate passes afterwards. Also, the SUIF pack-
age contains many optimization modules, which improve the
quality of the code produced. We have used the MachSUIF
[17] framework to generate Alpha assembly code from the
SUIF IR.

4. EXPERIMENTAL STUDY
In order to see how much of the parallelism measured

in Section 2.2 can potentially be tapped by our compiler-
directed multithreading approach, we enhanced our software
tool (TAPE) along the lines of the simulation environment
used in [15] to study parallelism in general-purpose appli-
cations. The number of PEs, issue size per PE, etc., are
parameterized. It models a perfect instruction cache and
data cache. The code executed in the supervisor mode are
unavailable to the simulator, and are therefore not taken
into account in the measurements. Furthermore, the simu-
lator does not overlap the execution of threads that precede
and succeed a system call. For these measurements, each PE
has an issue width of 4 instructions per cycle, an instruction
window of 32 entries, and can perform out-of-order execu-
tion.
When encountering a conditional branch instruction in

a thread, its PE consults a branch predictor for a predic-
tion. If the prediction is incorrect, the immediate control-
independent point in the program is determined. If this
point is within the thread, then subsequent threads are not
squashed. Branch predictions are done using a 2-level Pap
scheme [20], with a direct-mapped 16K-entry Branch His-
tory Table, a pattern size of 6, and 3-bit saturating counters
in the Pattern History Table entries.



A data value predictor is implemented in the simulator.
This predictor is a hybrid of a stride predictor and a 2-level
predictor [19]. The �rst level of the predictor has 16K en-
tries, and is direct-mapped. Data value prediction is carried
out only for those instructions that produce a single reg-
ister result. Thus branch instructions, store instructions,
nops, and double-precision instructions are not considered
for data value prediction.

4.1 Code Explosion Due to Thread Informa-
tion

As mentioned earlier, for embedded system applications,
it is important that our thread partitioning does not have
a signi�cant impact on the code size. Table 2 gives the in-
crease in code size because of including thread information
in the program binary. For each benchmark program, the
table provides the number of static instructions for Alpha
ISA, the number of instructions with annotation, and the
percentage of instructions with annotation. From the ta-
ble, we can see that the code size expansion ranges from
0.12% to 2.69%, with an average of 0.82%, which is very
insigni�cant. The number of instructions that are anno-
tated does not depend on the ISA; rather it depends on the
program characteristics. For annotating an instruction, we
need 16/32 bits to specify an instruction address and 2 bits
to specify the type of annotation. Note that for embedded
processors where memory size is usually smaller, the num-
ber of bits required to specify the instruction address will
be even less. Also, we can use special hardware and have
relative addressing scheme to specify the instruction address
in the annotations, thereby reducing the space requirements
further.

Static Additional Instrs Code
Benchmark Instruction for Conveying Expansion

Count Thread Info Factor

auto 1359 5 0.37%
b�o 1339 6 0.45%
bilv 1671 2 0.12%
blit 1495 8 0.54%

compress 2190 59 2.69%
des 2007 8 0.40%
g3fax 1561 17 1.09%

ucbqsort 1787 16 0.90%

Average 1676.12 15.12 0.82%

Table 3: Increase in code size of the benchmark pro-

grams because of including thread information

4.2 Parallelism Without Data Value Predic-
tion

Our �rst set of multithreading studies were done with-
out employing data value prediction. Figure 4 presents the
overall parallelism in terms of instructions per cycle (IPC)
obtained in these experiments, with di�erent number of pro-
cessing elements (PEs). All benchmarks are simulated till
hundred million instructions unless the programs get com-
pleted before that.
From Figure 2, we can see that across all benchmark

programs, there is notable speedup with 4 PEs, except for
bilv, blit, g3fax, and ucbqsort. Among these, g3fax did
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Figure 4: Parallelism Results for varying number of

PEs when Data Value Prediction is not Employed

not show any parallelism in the measurements in Section
2. Even for the ones that show promise, the parallelism
saturates when the number of PEs reaches 2 or 3. Thus,
without data value prediction, multithreading has limited
use for these embedded applications.

4.3 Parallelism With Data Value Prediction
Next, we present the parallelism values obtained when

data value prediction was employed in the multithreaded
processor. Figure 5 presents the parallelism values obtained
in these experiments, with data value prediction. For ease of
comparison, the results from Figure 2 are reproduced along-
side.
When data value prediction is employed, two of the four

benchmarks that did not show much parallelism|blit and
ucbqsort|show a marked improvement. In addition, bffo
shows further improvement. The most notable speedup is
seen for blit. On the other extreme, bilv does not show any
noticeable speedup with multi-threading, even when data
value prediction is employed. Most programs have substan-
tial speedups with multithreading. By and large, incorpo-
rating data value prediction helps to reduce the e�ects of
inter-thread data dependences, thereby providing notable
speedups. Thus, we can see that multithreading is quite ef-
fective for embedded systems programs when the processor
employs data value prediction, which is quite encouraging.

4.4 Importance of Non-loop Threads
The experimental measurements conducted so far included

threads that are loop-centric (iterations of loops) as well as
non-loops. In the next set of measurements, we measure
the parallelism obtained when only loop-centric threads are
employed. Figure 6 presents these results. For each bench-
mark, two bars are given. The �rst corresponds to using all
kind of threads, and the second corresponds to using only
loop-centric threads. Among the benchmarks, only a sin-
gle program|bffo|bene�ts from using only loop-centric
threads. For most of the programs, restricting to loop-
centric threads results in less parallelism being exploited.
This demonstrates the importance of a multithreading frame-
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work that supports loop-centric as well as other kind of
threads.

4.5 Effect of Selective Loop Unrolling
Some of the embedded applications are dominated by very

small loops, whose iterations are fairly independent. If each
iteration of such a loop is partitioned as a single thread,
then each thread becomes very small, and the thread over-
head becomes too much. On the other hand, if the entire
loop is made a single thread, then we fail to exploit the
inter-iteration parallelism present in these loops. In order
to deal with this problem, we experimented with selective
unrolling of loops. Selective unrolling is very important to
keep the code expansion factor low. We introduced a se-
lective unrolling pass in our compiler framework; currently
this pass unrolls simple \for" loops with �xed upper and
lower bounds. The use of selective unrolling showed sub-
stantial potential for 4 of the benchmarks|auto, compress,
fir int, and ucbqsort. The code expansion due to se-
lective loop unrolling for these 4 benchmarks were 58.8%,
15.1%, 33.11%, and 7.0%, respectively. The improvements
in thread-level parallelism are shown in Figure 5. For each
of these 4 benchmarks, 2 bars are shown, the �rst indicating
the parallelism before loop unrolling and the second indicat-
ing the parallelism after loop unrolling. Among these two
benchmarks, auto and fir int show remarkable improve-
ment due to selective loop unrolling.

5. DISCUSSION AND CONCLUSIONS
Embedded processor designs are constrained by power

consumption, code size, and die size limitations. Neverthe-
less, the performance expected from them has been steadily
increasing. Today's embedded processors incorporate a vari-
ety of techniques that are used for general-purpose processor
design.
To obtain high performance in embedded system appli-

cations, it is important to handle both loop-terminating
branches and other conditional branches in an eÆcient man-
ner. Although traditional branch prediction provides some-
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Figure 6: Parallelism Results for varying number of

PEs when Using Di�erent Types of Threads

what reasonable prediction accuracies for embedded sys-
tem application programs, a substantial increase in per-
formance for next-generation systems requires more e�ec-
tive ways of dealing with conditional branches. Recognizing
control-independent regions, and performing speculative ex-
ecution along multiple (independent) ows of control have
the potential to extract the large amounts of parallelism
that are available at a distance. Given the increasing in-
terest in multithreading for general-purpose processors, we
expect that future embedded processors will also attempt to
execute multiple threads in one way or another.
This paper investigated the applicability of multithread-

ing in embedded system applications. We partitioned pro-
grams from the Powerstone benchmark suite, a collection
of programs from the embedded systems area, into multi-
ple threads. While performing the partitioning, the com-
piler not only considers control independence information,
but also considers data dependence information and pro�le-
based information on the most likely control ow paths.
We performed several measurements with these compiler-
generated threads. Our measurements show that a major-
ity of the benchmarks programs are able to get substan-
tial increase in parallelism when up to 4 threads are exe-
cuted in parallel, provided data value speculation is used
to break inter-thread data dependences. Our measurements
also show that most of the benchmark programs require non-
loop threads also, in addition to loop-centric threads. Re-
sults from these simulations indicate that future processors
can speed up the execution of embedded system program by
using multithreading.
A major advantage of speculative multithreading multi-

threading is backward compatibility with existing proces-
sors. That is, an existing executable program for the origi-
nal (single-threaded) embedded processor forms legal single-
thread code for a multithreading embedded processor. This
feature is very important from the commercial point of view,
because of customers' strong preference to have the abil-
ity to run the old binaries in the new machine (although
those binaries can not bene�t from the new machine's mul-
tithreading features).
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Figure 7: Parallelism Results for varying number of

PEs when Selective Loop Unrolling is Employed
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